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Diffusion Models for Image Generation

Denoising Diffusion Probabilistic Models, NeurIPS 2020

Strengths:
• Distribution coverage, stationary training objective, easy scalability

Weakness:
• Lags behind GANs on difficult generation datasets like ImageNet



Classifier Guidance

Diffusion Models Beat GANs on Image Synthesis, NeurIPS 2021

How to condition diffusion models on class labels?



Limitations of Classifier Guidance

Extra Noisy classifier Training Gradient-based classifier attack



Classifier-Free Guidance



Algorithm: Training



Lemma



Algorithm: Inference



Comparison with Classifier Guidance

ImageNet 64x64 results 



Comparison with SOTA

ImageNet 128x128 results 



Visualizations
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Limitations of Classifier-Free Guidance

Fidelity-Diversity Tradeoff

Sampling Cost



Q & A

- Since ε(z, c) − ε(z) is not the gradient of any real classifier, why does it still work so 
well as a guidance direction? Is there a theoretical explanation?

- How should we choose the guidance strength in practice since increasing it 
improves some metrics but can reduce diversity and make the samples less varied?



Thank You!
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